A Software Engineering project

 Tying together themes and trying out teams in a CS curriculum 
ABSTRACT
This paper details a software engineering project (a tiny editor/compiler) whose implementation requires revisiting important themes from the curriculum, including object-oriented design and programming, grammars and language representation, graphs, expression processing, assembly language and automata theory.  The paper describes how this project fits into the software engineering course and relates to earlier work in the curriculum, and also sketches out some implementation details.  It discusses team programming in the context of this particular project.  This project may be of particular interest for Computer Science programs which do not offer a separate compilers course.     

INTRODUCTION

This paper discusses a project I have used for our Software Engineering course in part as it relates to work done by students earlier in the CS curriculum.  In our Software Engineering course, students complete both individual and group projects.  Typical individual project assignments may include tiny flight simulators, client-server (socket) versions of simple games like Connect-4 or Hexapawn; and a tokenizing editor (similar to Helios’ TextPad in that it is able to discern language tokens).   This last project is included in the course as it leads into the large team project and teaches students (I hope) about designing with change or added functionality in mind.  Since the compiler IDE uses the editor as a “front end”, students need to integrate two fairly large software components (as well as smaller ones), to complete the project. 
Besides covering topics like the software lifecycle, quality assurance, software metrics, requirements and design charting, and testing methodologies, a principal aim of our course is to provide students with a project which can’t be approached using “seat-of-the-pants” techniques they may have employed in their earlier CS courses.  The reasons why the project is not solvable using a “sophomoric” approach are several:

· It is big and complicated, perhaps several KLOC, and involves many classes.
· A team programming approach is used so individual heroics are marginalized.
· Students must log time spent in each developmental phase. 

· Students must generate milestone deliverables.
· Presentations (inspections and demonstrations) are a regular part of the class work.
Of course, our hope is that students employ techniques gleaned in this course to develop a quality product.  Another important goal of the course, for me, is to incorporate or tie together themes which were introduced earlier in their programming careers.  Finally, since this is one of the few times in their educational careers when student will be working to produce complex software as a team, I discuss some aspects of team programming in the course.
THE PROJECT, THE THEMES
A project I have used for quite a while (although the implementation has evolved from a DOS-based C implementation) is a compiler for a Pascal language subset.  The subset is small and on occasion has included only the Integer data type.  Subprograms are not implemented, and optimization techniques (register use, unrolling loops, and so on) are rarely employed.  However, conditionals and loop structures are a requirement.  Arrays and additional data types (boolean and char) are desirables. The output from compilation is not a typical object, although it is certainly machine-dependent: In the past we have generated an assembly program (8086-based, in MASM or TASM format).   Clearly, a project requirement is that the assembly “object” can be assembled, linked and run, and that it has the same functionality as the Pascal source.
Although we develop a “not-ready-for-prime-time compiler”, the complexities of the project still preclude in-depth coverage of all its features here.  I do try to impress upon my students that we are not really learning how to build compilers, but rather developing a program translator for a very narrow input range.  First, I discuss diverse elements that get tied together by this project and some features of the students’ implementation.

A description of the compilation process:  The scanner, or lexicographical processor converts the input (source program) into its first intermediate representation, often a token sequence, a list of tokens appearing in the source.  The scanner may also build tables of user identifiers and constants. The principle error detectable at this phase is “illegal token”, although, with a little extra checking, “undeclared identifier” and “multiple identifier declaration” errors can also be found.  The parser or syntax analysis phase takes as input the token sequence and generates another intermediate representation, perhaps a tree, which contains all the structural information that will be needed to generate code.  Syntax errors are caught at this phase. The user identifier and constant tables, as well as the tree output from the parser are used by the code generator phase to create an object file for this source program.
A thumbnail sketch of how our compiler works:


[image: image1]
A typical Computer Science curriculum will cover the following topics:

· Evaluation of infix expressions (including conversion to postfix or evaluation of postfix) 

· Recursive functions 

· Program translation, BNF language specification

· Object-oriented design and programming (using Java interfaces and classes, e.g.) 

· Tree traversal algorithms

· Assembly language

· Automata theory (FSM and stacks)

All these topics play a role in our project in some fashion.  The Pascal subset being implemented is defined using BNF grammar specification; these production rules could form the basis for graphs (FSM) used in the parser phase.  The scanner might use FSM to identify language tokens and the parser could be constructed using automata (FSM or pushdown) or recursive functions.  Expressions appearing in the source language will need to be processed and this standard data structures project gives students some early insights into how the compiler works.  A possible intermediate representation from the parser phase is a tree, which must be traversed in DFS fashion to generate the object code. 
As mentioned above, an editor created earlier in the course is used as the “front-end” for the Pascal compiler or the “development environment” for programming using this software.  The students build an editor which, like many language editors on the market, routinely performs tokenization. Some changes typically need to be made in the editor classes to accommodate an upgrade to the final project.  Here is a screenshot of a student’s editor:
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program example

%,y ,ziinteger ;

read(x,y,2) ;

heriteln (x,y) ;

if x+10%y>z/4 then
read(d k) ;

else

for ji=z-5 to x+y*2 do kizkiz;

end.|





MORE PROCESS DETAILS:  
Class lectures must cover the “nuts and bolts” aspects of bottom-up parsing using a pushdown stack and a precedence table, or using FSM and a graph representing language constructs (a BNF representation).  Recursive descent requires fewer complicated data structures for implementation.  It also has intuitive simplicity, so students usually opt to do top-down parsing using recursive descent.  

Students create a specification document which includes a Pascal subset definition (eg., railroad-track diagrams or BNF language descriptions). This document will provide screenshots and details of the editing environment, sample programs, types of errors, and information about the types and locations of files used and generated.

Teams complete high-level (architectural) and low-level (detail) design phases. These include class descriptions (fields and methods), data flow and control flow diagrams, and descriptions of all tables.  Project scheduling includes dates for class presentation (or inspection) of these deliverables.

Depending on what the editor accomplished, a token sequence may still need to be created during the scanning phase. (Often students complete an editor which recognizes tokens in the sense that it correctly colorizes them, but which does not construct any tables or put the sequence of tokens into a list.)  Once such a sequence has been built, the textual data comprising the original source can be dispensed with from the perspective of further compilation phases.  Students are encouraged to explore the Java API site to find useful classes, and to look at tutorials or program examples.  JTextPane provides a possible implementation mechanism for an editor which must maintain a number of open files and corresponding windows, and which will allow keywords, constants, comments, and symbols to be displayed in various fonts, styles or colors.  StreamTokenizer and StringTokenizer, StyledDocument and StyledEditorKit are classes from the API which are typically employed in tokenizing.  The scanner uses tables of legal keywords and symbols, and must produce tables of user identifiers and constants as well as generating the token sequence.  The token sequence and tables might implement the Collection interface: methods for add, remove and iterate will certainly be needed.  Depending on the implementation of the token class, a hash function may be required.  A peek method is nice, so that a token does not need to be removed from the list in order to be examined. Similarly, since the end of an expression or a statement is marked by some terminator, providing a “pushback” method to push a token back onto the sequence is handy.  
In the parser phase, program structure is determined.  If syntactic errors are found compilation will terminate.  However, if no errors occur, we would like to output a program representation which reflects recursive structure in the original program obviating the need to go back through the token sequence later to determine structural features.  In fact, parser output should, to the extent possible, simplify what needs to be done at the final (code generation) phase.  Tables (arrays) of quadruples, or triples are one possible format for parser output.  The program could generate an array or linked structure of some original class, a “statement” object.   A tree structure is another possibility.  
A tree can be used to hold directory information, display hierarchichal relations between entities, or represent a program in a recursive language. The word recursive here is used to mean that some statements, for example, if and for statements, are defined recursively in terms of the definition of statement:

<for_stmt>::= for <assignment_stmt> to <expression> do <statement>
The following screenshot was taken from a JTree demo I wrote for my students, rather than from a student project.  Since the JTree display (a JFrame) is not actually needed to use the data structure, teams do not need to implement it although it is obviously useful for debug purposes.  This JTree corresponds to the Pascal program being edited in the earlier screenshot, more or less.
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A recursive descent approach would start by building the root node to the tree (a DefaultMutableTreeNode, which can hold a user Object).  To process a statement at a given level, the parent node could be passed to the statement handler function which would add a child (node) to it. Later, the code generation phase could flatten the JTree into a Collection in depth first order and generate appropriate code. (A sketch appears in Appendix B.)   

Code developed in students’ Data Structures course for processing infix expressions via two stacks can be generalized to handle all language expressions by assigning precedence to the logical and relational operators.  This method can be employed if the statement object saves the expression for later analysis.  Alternatively, the expression can be parsed here and its expression tree added as a child to the appropriate statement.
In code generation, a file is created with an asm extension.  It is an 8086 macro-assembly program and can (presumably) be assembled and run either outside this environment or by spawning the process.  It contains a default header determining the memory model, some default stack allocation, a data area created from the tables of user variables and constants, includes for files of macro definitions and procedures, and a main procedure which consists of a sequence of macro invocations or procedure calls determined by the Pascal source.
For project success, an appropriate token object and statement object need to be defined early on.  Teams have managed to use an ordered pair (table #, index #) or an integer (a hash value of some sort) to represent a token, although much more complicated classes have also been designed.  The statement object must contain the statement type, and other information relevant to subsequent processing. As an example, a for statement would need a field for the type which could be a String (“for”) or an int, a field for the identifier (a token), possibly fields for both expressions and possibly a direction indicator (to or downto).
REMARKS ON TEAM PROGRAMMING

In industry, the manager would be responsible for team assignments.  In this class, the instructor often functions as both  personnel and technical managers.  Although in the past I have made up teams by balancing backgrounds and talents, in recent years I have generated teams randomly.  There are several reasons for this. An instructor may overestimate or underestimate a student’s capability, so that a supposedly balanced team turns out not to be balanced at all.  Students may function better (or worse) on teams than they do individually, making judgments based on past individual performance less relevant.  Subjectivity may creep into the team selection activity and the instructor may consequently feel team make-up is somehow unfair.  Of course, random team generation is also likely to be unfair.  This past year one team had two of the best assembly programmers in the class and another team seemed to wind up with only weak, poorly motivated students.  
In industry, group A might design and group C might test the programming of group B.  I have not figured out a way to pipeline the process.  Students get the most gratification if they are able to complete a project during a semester, so if parts of projects were left in the pipeline when time ran out it might tend to leave the students feeling the course lacked closure.  On the other hand, just as happens often in industry, schedules slip and projects sometimes don’t meet their shipping dates.  Students are responsible for building drivers for their modules and stubbing other modules.  They must prepare test runs to demonstrate that their portion of the project is complete and correctly functioning.  If their test cases are inadequate I may ask them to run others. In the event that integration and final testing is not successfully completed, they can still get a good grade.  Clearly, only a token amount of testing gets done by weaker teams.  
In industry, the manager can assign modules of different sizes and difficulties to appropriate staff.  I leave assignment of different modules to the team.  We do spend class time considering the comparative difficulty of the main project modules.  After the students have completed their editors and some discussion of phase functionality has taken place, generating size estimates for modules (by consensus), is a good group activity.  Principle modules are: table construction, scanning, parsing, code generation and expression processing.  (I do stress that there also a lot of work to do to build drivers or stubs to test modules before integration, and we try to schedule deliverables accordingly.)  I point out that the best person to work on the scanner is the student whose editor is chosen for this team’s front end, and this is often the way it works out.  A down side to this arrangement is that possibly the best student winds up with possibly the easiest module.  Parsing is probably the hardest.  I recommend this be assigned to the strongest programmer or to a pair of programmers within the team.  Code generation should be done by a student with good assembly language background.  It is interesting to note that student teams seem to function very democratically unless there is a member who is both extraordinarily capable and has a dominant personality.  Because of this, however, module assignments are not always optimal, there is rarely any standards enforcement, and team meetings may not be productive.  Unlike what they will likely encounter when they get jobs, student teams tend to lack discipline.  I may, in future, try to assign lead programmer teams, but I expect there may be problems here, too, if one student (lead programmer) needs to enforce discipline (assignments, schedules, testing) on his peers.
OTHER THINGS WE DO DURING PROJECT DEVELOPMENT:
Log books:  We use log books to track time spent in phases and then to see if there were correlations to other issues (like requirements compliance, and error reports).  Here is a sample logs compilation for my students after the editor phase of the project:

	
	requiremts
	specs
	hld
	coding
	integration
	total
	average

	H
	4
	8
	8
	30
	0
	50
	10

	T
	0
	2
	2
	22.5
	4
	30.5
	6.1

	P
	0
	1.5
	23
	21
	4
	49.5
	9.9

	M
	2.5
	3.5
	5
	18
	17
	46
	9.2

	C
	0.5
	4
	8
	30
	5
	47.5
	9.5

	L
	2
	0
	3
	23
	23
	51
	10.2

	C2
	0
	2
	6
	11
	12
	31
	6.2

	B
	3
	3
	3
	21
	15
	45
	9

	average
	1.5
	3
	7.25
	22.0625
	10
	43.8125
	8.7625


Note that requirement time is low because I provided requirements documents to the students. Projects took an average of a work-week to complete, with almost half that time, on average, spent in the coding phase.  This does not correspond well to recommended phase effort and getting students to put more energy into pre-development and architectural design takes a lot of pedagogic vigilance and not a little cajoling.  
The compiler part of the project is at least as time-consuming as the editor component: in addition to 10-30 hours of team meetings students may spend an additional 40 or so hours of design, coding and testing on their own.  I do give up a few class periods for team meeting times or group “brainstorming”.  Because much time in class and in individual team meetings is devoted to project design, it is harder to get a handle on the percentages of project development spent in design, coding, integration and testing.

Post mortems:  Students write a post mortem for each project.  This informal paper can be used to describe their learning curve on the project, how team dynamics worked, scheduling, design and implementation successes and choices that didn’t pan out.

Inspections: We do in-class inspections of documents (usually located in a student’s web account).  The instructor is the moderator and determines when rewrite is required. The amount of time required for these precludes reviewing every document at every phase for every group.  We try to inspect some documents from each group at each phase.  Note that an entire period could be given up to review of design or code documents for a single programmer and a single module or class, so some discipline is needed to keep moving along.  Students are reluctant to criticize each other, also, and so typically need a lot of motivation for this activity.  Feedback from grads who have had to do inspections or reviews at work has indicated that it was a useful experience.
CONCLUSION

Most software engineering texts provide project or parts of projects for students to complete.  These are necessary to demonstrate concepts covered in the text.  Often these projects do not build on foundation coursework.  They may involve robots or air traffic control systems that cannot be fully implemented, in any case.  It often seems that too little of the project requirements are presented to begin design work in earnest.  Then, random intricacies of the project are revealed, rather than leaving them for students to unravel on their own.  Certainly, software design principles can be taught without having students develop a large software project.  In creating a fairly large project, we hope students learn that they will have to apply concepts from throughout their college career to problems they encounter, and should also expect to be constantly challenged to explore new implementation solutions.  The team context provides a support structure, and balances individual talents.  It also impresses often overlooked lessons about inline documentation, the difficulties presented by module coupling and the discipline needed to allocate integration time and maintain audit trails.  It also introduces young programmers to both good and bad facets of the team programming environment, and a team setting is probably the way they work when they get their first job.
APPENDIX A: GLOSSARY
API: Application programmer interface: the classes and interfaces that make up the Java programming language (http://java.sun.com/j2se/1.4.1/docs/api/)  Fields and methods of classes appear here with descriptions and calling sequences.
BNF: Backus-Nauer form.  A meta-language used to describe language grammar through use of production rules.

Deliverables: Those documents produced in one phase of software development which serve as input to the next phase.

DFS: Depth first search, a graph traversal algorithm

DOS: Disk operating system

Hexapawn: A Martin Gardner game. A simple chess-like game with only pawn pieces, played on a reduced board.

IDE: Integrated development environment.  This is an editing environment from which a program (text in the edit window) may subsequently be compiled and run. 

JTree, JTextPane: Classes from the Java API.  JTree is a tree structure (actually a data view) and JTextPane is a fancy edit window.

KLOC: Thousand lines of code

MASM: Microsoft macro-assembly language.  Originally a 16 bit assembly language for the 8086 processor, it is now a 32 bit assembly language.  

Quadruples, triples: Possible formats for statement representation.  For example, x*y might be represented by the quadruple (*,x,y,T1) where T1 is a temporary location in which to put the operation result.

Source/object: Terminology used to name the input and output for the compilation process.

TASM:  Borland’s version of MASM

Token: the smallest unit of meaning in the context of a source program.
APPENDIX B: PSEUDOCODE
A crude pseudocode sketch for a recursive descent parser:

//after processing header and var section

DefaultMutableTreeNode program=new DefaultMutableTreeNode("pascal program");

Token current=TokenSequence.getNextToken();

//check that the token is BEGIN token
//give this DMTN a user object concerning statement information

//call stmt to handle compound stmt

statement(program, current, ERROR);

//main parser method handles statements:
public void statement(DefaultMutableTreeNode parent,Token stmt, Error ERROR){  

  switch(stmt.type)

     {case READ:

         DefaultMutableTreeNode child=new DefaultMutableTreeNode(“read”);

         parent.add(child);

         readhandler(child,TokenSequence,ERROR);

                  break;

       case FOR:

         ...

       case ASSIGN:


…

             //and so on for each stmt type
       case BEGIN:

            while((!TokenSequence.peek().equals(END)&&!ERROR.value){

                         stmt=TokenSequence.getNextToken(); 

                         statement(parent,stmt,ERROR); }

       default: //would mean an error        

      }//switch

 }//statement     

Source file input is the current active edit window, a xxx.pas file from a Pascal subset





Token sequence plus table creation is output from scanner
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Intermediate representation from parser could be JTree





xxx.asm file is output from code generation phase


























